Part 3

Non-Relational Databases

Parts One and Two of this book have focused on relational databases because they are the most widely used.  They are not the only sorts of database, however, and in many cases they are not the most suitable for use with XML.

Part Three starts by looking at object oriented databases, and in Chapter Eleven discusses ways to use them to store XML.

Chapter Twelve moves on to discuss some very simple but powerful database, and, in particular, the Dynamic Hashing package (ndbm, sdbm, gdbm) that is freely available both under Unix and other operating systems.

Chapter Thirteen gives an introduction to XML-aware text retrieval; one use of this is to implement structured searches, so Chapter Fourteen discusses XPath and XML Query Language, XQL.

Finally, Chapter Fourteen returns to the topic of Hybrid Systems, where you keep parts of your information in one sort of database and other parts in another.

