Chapter 16

Just Enough Metadata

This chapter explains what metadata is, describes the most common uses of it, and gives an introduction to working with metadata in XML. The next chapter builds on this introduction to discuss ways of implementing metadata, and gives examples of why you might want to do so.

This chapter also gives a tiny amount of historical background to metadata on the world wide web, because that helps to put the various specifications in relation to each other.

Metadata Defined

Metadata is information about data.

Another way to look at it is that anything that is not directly derived from the data, but is associated with it, is metadata. Some examples of metadata include the name of the author of a web page, the publication date of a book, or my shoe size. Sometimes metadata could be derived from the data itself, but is stored separately for convenience. An example of this is a file's size in bytes, stored by most operating systems alongside more "traditional" metadata such as a filename and a creation date.

Because metadata is information, it can itself be used as data. Information about that data is in turn metadata (and not "meta-metadata"). If you make a list of all the authors of your books, the name of that list is metadata about the list itself.

For the purposes of this book, we'll focus on metadata for XML documents and for the World Wide Web. We'll also mention other data that's stored in XML but is about physical objects.

Prehistory: HTML META and LINK Tags

Very early on in the history of the World Wide Web, HTML supported a HEAD element that could contain metadata, and a BODY element for the actual document, just as it does today. The HTML HEAD element can contain a document title, any amount of metadata using META and LINK elements, and, more recently, some style and scripting information.

META Elements Introduced

The META elements typically look like this:

<HEAD>

    <TITLE>History of Sock Weaving in Lancashire, 1790 to 1815</TITLE>

    <META NAME="Keywords"

          CONTENT="Sock Weaving,History,Lancashire,Socks">

    <META NAME="Description"

          CONTENT="A fascinating study of Sock Weaving in the late

Eighteenth and early Nineteenth centuries; an often overlooked topic in

the history of the County of Lancashire">

</HEAD>

The idea is that a web search engine might display the title and description in its results list. Unfortunately, commercial sites these days often misuse the keywords field in particular to give their competitors' product names! None the less, this simple metadata has some interesting properties.

It is contained in the HTML document directly, making it easier to manage if you have a small number of documents, and harder to manage for a large site. If your company name changes, maybe you have 150,000 web pages to edit. Perl to the rescue there, but the point remains. If you generate your HTML from a database, or using scripting facilities such as Templates or WebMacro, you can store this metadata in a database, sharing keywords automatically where appropriate.

It uses empty HTML elements (in XML the end of the META tag would be "/>") with attributes to store the values. That's because of a rule that the first piece of Text Content ends an HTML header, but it causes problems. You can't have elements inside attributes (neither in HTML nor in XML), so you can't use mathematical expressions such as E = mc2 in the metadata. Perhaps we should be glad people can't put fonts and colors into search engine result lists (and <BLINK>!!!), but this limitation is serious for many people.

A less obvious property is that there was no way to say who wrote a web page, nor to distinguish that from who typed the web page.

LINK Elements Introduced

The second metadata innovation on the web was the LINK element, late in 1989. This element is not widely used today, mostly because the leading HTML browsers didn't support it. By 1995 there were only two or three browsers that made any use of LINK; the author of this book helped to write an IETF RFC in an attempt to encourage it, but this too failed. The concepts returned in RDF, as we shall see, and some uses of LINK remain, so let's take a quick look at it.

<HEAD>

    <TITLE>History of Sock Weaving in Lancashire, 1790 to 1815</TITLE>

    <META NAME="Keywords"

          CONTENT="Sock Weaving,History,Lancashire,Socks">

    <META NAME="Description"

          CONTENT="A fascinating study of Sock Weaving in the late

Eighteenth and early Nineteenth centuries; an often overlooked topic in

the history of the County of Lancashire">

    <LINK REL="stylesheet" HREF="argyle.css" TYPE="text/css">

    <LINK REV="made" HREF="mailto:liam@holoweb.net">

    <LINK REL="TOC" HREF="../index.html">

</HEAD>

The REL attribute stands for RELationship; the first LINK element in the example shows how to connect an HTML document to a stylesheet (which you probably already knew); the second shows a REVerse relationship: the target resource made this web page, perhaps by typing it. The Lynx browser has a command to send email to the person listed in a "made" link. The third LINK element, TOC, shows an example that says that the index.html document in the parent directory is a table of contents that includes this document.

NCSA Mosaic and some commercial help viewers add a toolbar icon automatically whenever a TOC link is found, so that the user can get to a table of contents quickly. Unfortunately, those browsers are in the minority, so not many World Wide Web sites use REL and REV for that.

In the Web architecture documents at www.w3.org you can read about other kinds of link, including guided tours and "agrees/disagrees" disputation and commentary. These ideas have not been implemented, as far as the author is aware.

The Dublin Core

The first International World Wide Web Conference was held in the Spring of 1994, in Europe. The second was in Chicago in November 1994, in a slightly run-down hotel whose staff were amazed to find a conference so sold out that people who had never met before were sharing rooms. In a hallway in that hotel, Yuri Rubinsky (the late president of SoftQuad, then a leading SGML company), Joseph Hardin of NCSA, and Stu Weibel of OCLC, the library cataloguing organization, were lamenting the fact that there was no way to do a web search by author. In fact, an old-fashioned library card catalogue was far more useful in many ways than any search engine if you knew the author, date and title of a document.

The result of that hallway meeting was a workshop in Dublin, Ohio, to try to establish a card catalogue for the World Wide Web. After several more workshops, a core set of metadata, known as the Dublin Core, and a set of guidelines for their use, were developed.

The Dublin Core version 1.1 elements are described at http://purl.org/DC.

All Dublin Core elements are optional and repeatable. That is, you can have zero or more of any of them.

All values are strings, and they are expected to be in English unless otherwise stated.

Name
Definition
Comments

Title
The formal name or title of the resource


Creator
An entity primarily responsible for making the content of the resource.
Examples of a Creator include a person, an organization, or a service.

Subject
The topic of the content of the resource.
Typically, a Subject will be expressed as keywords, key phrases or classification codes that describe a topic of the resource, preferably selected a value from a controlled vocabulary or formal classification scheme.

Description
An account of the content of the resource.
Description may include but is not limited to: an abstract, table of contents, reference to a graphical representation of content or a free-text account of the content.

Publisher
An entity responsible for making the resource available
Examples of a Publisher include a person, an organization, or a service.

Contributor
An entity responsible for making contributions to the content of the resource.
Examples of a Contributor include a person, an organization, or a service.

Date
A date associated with an event in the life cycle of the resource.
Typically, Date will be associated with the creation or availability of the resource. The date should be in ISO 8601 format, YYYY-MM-DD.

Type
The nature or genre of the content of the resource.
Type includes terms describing general categories, functions, genres, or aggregation levels for content. There is a draft list of Dublin Core Types intended as a basis for a shared controlled vocabulary for this field. An example might be fiction but not paperback, as that's the Format instead.

Format
The physical or digital manifestation of the resource.
Format might include the MIME Media Type or dimensions of the resource. Format may be used to determine the software, hardware or other equipment needed to operate the resource. Examples of dimensions include size and duration.

Identifier
An unambiguous reference to the resource within a given context.
Example formal identification systems include the Uniform Resource Identifier (URI) (including the Uniform Resource Locator (URL)), the Digital Object Identifier (DOI) and the International Standard Book Number (ISBN).

Source
A Reference to a resource from which the present resource is derived.
The present resource may be derived from the Source resource in whole or in part. You might give the ISBN of a book here from which a transcription was made, for example.

Language
A language of the intellectual content of the resource.
The value should be a language tag taken from RFC 1766: a two-letter ISO 639 Language Code followed optionally, by a two-letter ISO 3166 Country Code. Examples include "en" for English, "fr" for French, or "en-uk" for English as used in the United Kingdom.

Relation
A reference to a related resource.
This should be a string or number conforming to a formal identification system such as a URL or ISBN.

Coverage
The extent or scope of the content of the resource.
Coverage will typically include spatial location (a place name or geographic coordinates), TIME period (a period label, date, or date range) or jurisdiction (such as a named administrative entity). Recommended best practice is to select a value from a controlled vocabulary (for example, the Thesaurus of Geographic Names at http://shiva.pub.getty.edu/tgn_browser/) and that, where appropriate, named places or time periods be used in preference to numeric identifiers such as  sets of coordinates or date ranges.

Rights
Information about rights held in and over the resource.
Typically, a Rights element will contain a rights management statement for the resource, or reference a service providing such information. Rights information  often encompasses Intellectual Property Rights (IPR), Copyright, and various Property Rights. If the Rights element is absent, no assumptions can be made about the status of these and other rights with respect to the resource.

The Dublin Core can be used in an HTML document using META elements, or can be used with RDF as we shall see later. Here's our HTML HEAD with some Dublin Core elements added.

<HEAD>

    <TITLE>History of Sock Weaving in Lancashire, 1790 to 1815</TITLE>

    <META NAME="Keywords"

          CONTENT="Sock Weaving,History,Lancashire,Socks">

    <META NAME="Description"

          CONTENT="A fascinating study of Sock Weaving in the late

Eighteenth and early Nineteenth centuries; an often overlooked topic in

the history of the County of Lancashire">

    <META NAME="dc.Creator" CONTENT="Andrew Weaver">

    <META NAME="dc.rights"

          CONTENT="Copyright Andrew Weaver, All rights reserved.">

    <META NAME="dc.contributor.photographer"

          CONTENT="James Weaver">

</HEAD>

Notice how any Dublin Core element can be qualified to be more precise, as in the case of the photographer. The general principle is that you can use any qualifier you like, but people using the metadata can ignore the qualifiers. You must therefore avoid changing the meaning of the base element with a qualifier. If you ignore the word "photographer", James still contributed to this document.

The syntax for including Dublin Core elements in HTML is defined by RFC 2731, which may be found at www.ietf.org/rfc/rfc2731.txt along with all other IETF standards.

Other Groups

At the same time as the Dublin Core work, another group of people were working on a way to label a web site as being unsuitable for children (or unsuitable for adults!). The Platform for Internet Content Selection (PICS) group published a standard that used a LISP S-Expressions syntax (very (much (like (this)))) for representing that metadata. This standard is used on the web, but the people who use it generally assume that if a site has a PICS rating, it is not suitable for viewing by children, and don't actually attempt to read the rating itself.

Another group, independently, was working on ways of associating digital signatures with lists of HTML documents (manifests, as such lists are often called). A fourth group was working on ways of representing a web site so that graphical maps could be drawn.

The PICS, digital signatures, manifests and map groups all combined in 1996 to work on a generic Resource Description Framework. This group ended up as the World Wide Web Consortium's Metadata Activity, whose web page is at www.w3.org/Metadata/Activity.html; all of the groups have converged on XML as a standard, and on the Resource Description Framework where possible.

The Resource Description Framework

The main ideas behind the Resource Description Framework emerged at the very earliest "web collection" meetings. Ideas are the easy part, it's syntax that's hard.

RDF consists of a set of statements that resources have certain properties. This is very similar to other metadata specifications. Examples of properties are is the author of, was published in the year, and wears socks of this color. As you can see, the properties can be about anything, not just web pages, although you have to use a Uniform Resource Identifier (URI) to identify the resource. Most people use a Uniform Resource Location, or URL, although other types of URI are defined. We'll stick to URLs for now.

Suppose I have a simple web site for a glossary, consisting of a table of contents that mentions each definition, and a separate HTML file for each definition.

I can say who wrote each definition (it's not always me, people submit them to me), and also that the table of contents is a TOC for the definition. I could do this much with the REL/REV attributes mentioned under Web Pre-History above, but with RDF I can have a separate file that does it. A search engine or a web site explorer could download the RDF instead of having to march through all the files.

NOTE

The RDF Specification is at http://www.w3.org/TR/REC-rdf-syntax in both HTML and XML. These notes are based on the version found at http://www.w3.org/TR/1999/REC-rdf-syntax-19990222 which is published as a W3C Recommendation, the W3C equivalent of a "standard".

Definitions

We might as well get these right from the start. They are written formally; if they don't make sense, there are some examples afterwards. RDF is intimidating because of the formal definitions, but it's actually quite easy.

Resources

All things being described by RDF expressions are called resources. A resource may be an entire Web page; such as the HTML document "http://www.w3.org/Overview.html" for example. A resource may be a part of a Web page; e.g. a specific HTML or XML element within the document source. A resource may also be a whole collection of pages; e.g. an entire Web site. A resource may also be an object that is not directly accessible via the Web; e.g. a printed book. Resources are always named by URIs plus optional anchor ids. Anything can have a URI; the extensibility of URIs allows the introduction of identifiers for any entity imaginable.

NOTE

The URI Specification is at http://www.ietf.org/internet-drafts/draft-fielding-uri-syntax-04.txt

Properties

A property is a specific aspect, characteristic, attribute, or relation used to describe a resource. Each property has a specific meaning, defines its permitted values, the types of resources it can describe, and its relationship with other properties. The RDF Specification itself does not address how the characteristics of properties are expressed; for such information, refer to the RDF Schema specification).

NOTE

The RDF Schema specification is at http://www.w3.org/TR/PR-rdf-schema and is described below in more detail.

Statements

A specific resource together with a named property plus the value of that property for that resource is an RDF statement. These three individual parts of a statement are called, respectively, the subject, the predicate, and the object. The object of a statement (i.e., the property value) can be another resource or it can be a literal; i.e., a resource (specified by a URI) or a simple string or other primitive datatype defined by XML. In RDF terms, a literal may have content that is XML markup but is not further evaluated by the RDF processor. There are some syntactic restrictions on how markup in literals may be expressed; see Section 2.2.1 of the RDF Specification.

An RDF Example

Here is a simple example that says the Liam Quin created the glossary index page at http://www.valinor.sorcery.net/~liam/glossary/ using RDF with the XML syntax:

<?xml version="1.0"?>

<rdf:RDF

    xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"

    xmlns:dc="http://purl.org/dc/elements/1.0/">

    <rdf:Description about="http://www.valinor.sorcery.net/glossary/">

        <dc:Creator>Liam Quin</dc:Creator>

    </rdf:Description>

</rdf:RDF>

Hold on to your socks, it's not as bad as it looks! Let's take this a step at a time.

First, we have the XML Declaration that says this is an XML document. We then have an rdf:RDF element that introduces the rdf: and dc: namespace prefixes. You can read more about namespaces at www.w3.org/XML/ but for now, a namespace is a way of associating an element prefix such as rdf: with a URL. The part highlighted in bold shows the namespace syntax:

<?xml version="1.0"?>

<rdf:RDF
    xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"

    xmlns:dc="http://purl.org/dc/elements/1.0/">
    <rdf:Description about="http://www.valinor.sorcery.net/glossary/">

         <dc:Creator>Liam Quin</dc:Creator>

    </rdf:Description>

</rdf:RDF>

You could think of the xmlns:rdf attribute as being a bit like a #include in C, a use statement in Perl, or better, an import in Java. It adds the RDF semantics to the content of the element to which it's associated. I have used the Dublin Core URL to introduce the Dublin Core properties, and I've used "dc" as a prefix. There is no significance to the prefix value here, I could have used "wf:" for Warwick Framework (so called after a syntax meeting at Warwick University), as long as I used the right URL in the namespace attribute.

The actual description part of the example is very simple. There are three parts: a resource, given by the URL www.valinor.sorcery.net/glossary/, a property, Creator, and a value, "Liam Quin". The meaning of the value is determined by the owner of the Creator property, in this case http://purl.org/DC/ because of the dc: prefix.

Here is the example again with the single RDF statement about that page highlighted:

<?xml version="1.0"?>

<rdf:RDF

    xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"

    xmlns:dc="http://purl.org/dc/elements/1.0/">

    <rdf:Description about="http://www.valinor.sorcery.net/glossary/">

        <dc:Creator>Liam Quin</dc:Creator>

    </rdf:Description>

</rdf:RDF>

As you can see, it's pretty simple. I could add some more statements too:

<?xml version="1.0"?>

<rdf:RDF

    xmlns:rdf="http://www.w3.org/1999/02/22-rdf-syntax-ns#"

    xmlns:dc="http://purl.org/dc/elements/1.0/">

    <rdf:Description about="http://www.valinor.sorcery.net/glossary/">

        <dc:Creator>Liam Quin</dc:Creator>

        <dc:Title>Glossary of Internet Relay Chat Terms and

Abbreviations</dc:Title>

    </rdf:Description>

    <rdf:Description about="http://www.valinor.sorcery.net/clients/">

        <dc:Creator>Liam Quin</dc:Creator>

        <dc:Title>List of Internet Relay Chat Client Software</dc:Title>

    </rdf:Description>

</rdf:RDF>

This is pretty verbose, but it compresses really well with gzip or compress, and it's pretty clear. The prefixes make explicit where each property is defined.

NOTE

If you read the DF Specification, there is an example very similar to this one, except that it uses an s: prefix to refer to the RDF Schema specification, and then uses s:Creator. This appears to be done under the assumption that the RDF Schema specification defined the Dubiln Core properties, but in fact it doesn't. This is probably because the Schema Specification wasn't finished when RDF itself was published.

The result of running the RDF Visualization tool at www.w3.org/RDF/Implementations/SiRPAC/ on this simple example is shown in Figure 16.1. It's a little difficult to read; the online version lets you drag nodes around which helps a little. SiRPAC also validates your RDF, so it's worth checking out. The source is available, too.

Figure 16.1

SiRPAC Visualization of the RDF Example

The RDF Schema Specification

The RDF Schema Specification at www.w3.org/TR/PR-rdf-schema (the version used here is at www.w3.org/TR/1999/PR-rdf-schema-19990303 in both HTML and XML) defines a simple class system for RDF, with terms such as SubClassOf and SubPropertyOf. You could use RDF Schema to say that a sock is a subtype of footwear, that a boy is a kind of animal, or (more usefully perhaps, and less unkindly) that a photographer is a kind of contributor.

This ability lets RDF model much of the same sort of typology for which ISO HyTime Topic Maps were designed, as the Topic Maps section below describes. 

Who Uses RDF?

The World Wide Web Consortium's RDF page at http://www.w3.org/RDF/ lists some 30 RDF-based projects, but that's certainly very incomplete. Red Hat Linux uses RDF to describe the relationships between software packages, for example, Netscape's Open Source browser, Mozilla (www.mozilla.org) uses RDF extensively. Dave Beckett's list of RDF projects at www.cs.ukc.ac.uk/people/staff/djb1/research/metadata/rdf.shtml gives pointers to yet more lists or RDF projects, documents and resources.

If you are planning to use metadata, RDF and the Dublin Core should be the first things you investigate. If they meet your needs, travel no further.

Other Metadata Standards

MARC

The MARC Version 21 specification can be found online at http://lcweb.loc.gov/marc/ and is used (with national variations) by libraries throughout the world. Its full name is MARC 21 Specifications for Record Structure, Character Sets, and Exchange Media, and it is large and complex. It is also very powerful, although it's primarily oriented towards describing physical objects such as books, journals, articles and video tapes. MARC is not XML-based, and although there are SGML and XML representations available, they assume a knowledge of the several hundred MARC fields.

If you are interested in bibliographical work, MARC is a wonderful resource for ideas and information. On the other hand, if you are that interested in bibliography, you already know about MARC..

Finding Aids to Archival Collections

A Finding Aid is a guide to a collection that is held by a museum, art gallery, library or other institution. The Encoded Archival Description, EAD, is an SGML or XML format for exchanging Finding Aids. The home page for Finding Aids in XML is www.loc.gov/ead/ead.html and there are more details at www.oasis-open.org/cover/ead.html on Robin Cover's excellent site.

This example is included as one of literally hundreds of other metadata standards for specific domain areas. The resource guide in Part Five of this book does not attempt to list them!

ISO Topic Maps

The International Organization Standardization (ISO, not an acronym, www.iso.ch) has published a standard ISO/IEC 13250:2000 Information technology -- SGML Applications -- Topic Maps. This standard can be purchased from your national standards body or directly from ISO. It appears to compete with RDF, but in a closed ISO environment.

Topic Maps let you categorize resources and specify types and subtypes, very much like RDF Schema except with HyTime links instead of the RDF syntax. (One might be tempted to ask why RDF doesn't use XLink; one answer is that RDF predates XLink, and perhaps that's sufficient).

There are some commercial tools that support Topic Maps; 

Summary

Metadata is information about information. The leading standards for Metadata in the XML and World Wide Web arenas are the Dublin Core and the Resource Description Framework. Other standards for metadata have existed for many years, of course, especially in the library community; some of those standards are available on the web.

Robin Cover's web pages at www.oasis-open.org/cover/ give pointers to much more information about most or all of the information in this chapter. Many of the specifications are a little dry, but the RDF Example above and the various tutorials at the web sites mentioned in this Chapter will help. It would be easy to write a whole book about RDF, and it's much harder to know where to stop.

