Part 2
XML and Databases

Introduction

Part One of this book was aimed at people who have existing relational database that they need to make available as XML documents, or who need to extract information from XML documents into a relational database.

But what if you are working with XML documents and want to put them in a database?

That's where Part Two of this book comes in.

Chapter 7 looks at different sorts of XML document, and in particular explores issues surrounding mixed content, where XML elements contain a mixture of text and other elements.  Chapter 8 explores different strategies for storing XML in relational databases, and talks about some of the benefits and drawbacks of each approach. Chapter 9 gives some more specific implementation information aimed at programmers.

Unless you are very committed to using a relational database, you should also look at Part Three of this book, which explores other sorts of databases and, above all, hybrid approaches. If you want to store part of your documents as fields in a relational database and part of them elsewhere, skim Part Two of the book so you get a feel for some of the ideas, and then go to Part Three.

The author has seen quite a few attempts to store XML and SGML in relational databases.  Most of these attempts have failed miserably; the following three chapters will help you avoid the failures and build working software supporting SDR*.

*SDR: Same Day Response.

